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Motivation
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Bad Uncertainty Estimation

Confidence by a ReLU neural network [2]

Risky Point Estimation

Loss surface [3]

➡Bayesian Deep Learning for robust and reliable predictions



Bayesian Model Average (BMA)
Key idea
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Point Estimate

weights
<latexit sha1_base64="4GrFhFjqY86jRbRxVEMd2oIVcQQ="></latexit>

p(y | x,w)

Posterior

weights
<latexit sha1_base64="W5h7FLImiWij4WuUy4xxm1uqtAY="></latexit>

p(y | x) =
R
p(y | x,w)p(w) dw



Motivation
• Goal: Bayesian model average 


Predictive posterior


Expected prediction
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p(y | x) =
R
p(y | x,w)p(w) dw
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E[y] =
R
y p(y | x) dy

• Challenge: DNNs are too big!


➡ Costly to maintain too many samples


➡ Low sample efficiency given the complex integrand

How complex? 🤔
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p(y | x) =
R
p(y | x,w)p(w) dw
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E[y] =
R
y p(y | x) dy



How complex is the integrand? Simplest case!
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E[y] =
R
y p(w | D) p(y | f(x), w) dw dyExpected prediction

Uniform

Non-convex, multi-modal,  
no closed form 🤯

Gaussian

Single ReLU
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Motivation
• Goal: Bayesian model average 


Predictive posterior


Expected prediction
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p(y | x) =
R
p(y | x,w)p(w) dw
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E[y] =
R
y p(y | x) dy

Is there a better way  
to estimate the integral  

than sampling?

Yes! 🤩



Idea
A reduction from BMA to Exact Integration
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BMA

Ground truth BMA
Exact IntegrationBMA≈

Approximate

Representation

Sampling

Weighted Model Integration



Idea

Weighted Model Integration (WMI) [4]  is a class of weighted volume computation problems


• Region:        a logical combination of arithmetic constraints


• Polynomial Weight function 


Why WMI? 

• Existing WMI solvers are able to give exact marginalization results
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A reduction from BMA to Exact Integration WMI



Accurate approximation! 
… but scalability?
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Limitations
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Sampling BMA via WMI

Accuracy ❌ ✅

Flexibility ✅ ❌*

Scalability ✅   ❌**

 *  Limited to fully connected layers 

** Integration over polytopes in arbitrarily high dimensions is #P-hard

How to combine good from both worlds? 🤔



Limitations
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Sampling BMA via WMI Collapsed Inference

Accuracy ❌ ✅ ✅

Flexibility ✅ ❌* ✅

Scalability ✅   ❌** ✅

 *  Limited to fully connected layers 

** Integration over polytopes in arbitrarily high dimensions is #P-hard

How to combine good from both worlds? 🤔
➡ Collapsed inference scheme! 💪 



Collapsed Inference[5]
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WAll weights
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Sample set
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p(wc | ws, D)

Collapsed set
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E[y] = 1
n

P
ws

WMI( )Expected prediction in BMA

Accuracy + Flexibility, Scalability! 🥳 



Experiment: UCI Regression

CIBER Wins on 7/11!
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Experiment: Image Classification

• applicable to large NNs

• achieves accurate estimations 

of uncertainty

• boosts predictive performance
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Transfer Learning



Takeaway
Volume Computation Solvers + Statistical ML  

=  
Reliable & Scalable Inference!
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Thanks!  Welcome to Poster #102 at 4-5 pm
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